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HanpaBneHnA onTumMmun3sauuu

* ONTUMM3aunA anropuTma
e ONTUMKM3aUMA BbIYUCTIUTENBbHbIX PECYPCOB
* ONTUMM3aunA nepegadn AaHHbIX

* ONnTMM3auma oocTyna K NnamaTu
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[Mapannenu3im anropuTtma

3akoH AMpaana
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[TpmMeHuMble TUNbI Napansennusma:
* N0 JAaHHbIM
* FEOMETPUYECKNN
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[Mapannenu3im anropuTtma

* [loBbIlWEHME CTeNeHU napannenmama

* YMeHbLUEeHME 00N NociefoBaTeNbHOro Koga
* [loBbllWEeHNE apnuPmMeTNYEeCKON MHTEHCUBHOCTH
* BbluncneHme BMeCcTO XpaHeHUA

* [lekomMno3uumA Ha YpoBHe 3a4ad, OaHHbIX

* Menko3epHUCTbIN napannennam

* [lapameTpusauma anropuTma.

QhdheKTUBHOE OTODpa kKeHne napansiefnibHoro

anroputTma Ha apxutekTtypy [T1.
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HanpaBneHnA onTumMmun3sauuu

* ONTUMM3aunA anropuTma
 ONTMU3aLUA BblYUCIIUTESIbHbIX PECYPCOB
* ONTUMM3aunA nepegadn AaHHbIX

* ONnTMM3auma oocTyna K NnamaTu
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OnTumusauua BbIYUCIIUTENIbHbIX PecypcoB

- [loBblWeHNe 3arpy3kn MynbTUnpoLeccopa
- Y4yeT nponyckHOW cnocobHOCTU onepauunmn

- MnHMMMn3aumnAa Ymucna CUHXPOHN3aUNK
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PekomeHaauum no KOHUrypaumm cetu

MP mynbTunpoueccopos, M 6niokos, N NOTOKOB.
-M>=2*MP

-Nmod 32=0

- N >= 64, ecin M > MP

- pekomeHayetcA N =128...256

- f(N, M, MP, CC, U)>0 — orpaHun4enmne pecypcos IT1
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[loBbIlWIeHMe 3arpys3Ku MmysibtTunpoLeccopa

PeangeHTHble 6noku (ao 8)
Pe3nageHTHbIe Bapnbl (00 24/32/48)

3arpy3ka (occupancy) - 3anofiHeHHOCTb
MYyNbTUMpPoLeccopa pPe3naeHTHbIMU Baprnamu.
CKpbIBaeT NaTEHTHOCTb MNaMATMW.

OnpepnenAeTcA CTaTUYECKMU:

* noTpebneHnemMm NOToKaMm PperncTpoB
e KOHourypaumen cetm

* noTpebneHmem obLlen namAaTu
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MeTpuku npon3BoaANTENTbHOCTHU

JKcnepuMeHTanbHble METPUKMU:

* AcTpoHomundeckoe BpemA (wall clock)
e Tanmepobl CPU

* Tanmepbl GPU cudaEvent_t

* Nvidia Profiler
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MeTpuku npon3BoaANTENTbHOCTHU

AnnapaTHble XapaKTEPUCTUKM

TeopeTnyeckune npenenoi

[TponyckHaA crnocobHOCTbL NaMATH
B (6 /c) clock - 105 - 22 . 2
109

[TpOn3BOANTENIBHOCTb NHCTPYKLMA

T1 (onepauun / TaKT) — N0 apXUTEKTypeE
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MeTpuku npon3BoaANTENTbHOCTHU

[Mpon3BOANTENBHOCTb anropuTmMa 1 NporpaMmmb

QddekTnBHAA NPONycKHaA CnoCOBHOCTb NaMATH

BP(I6/c) data_read + data_written

T % 10°

BE =

[lpon3BOoUTENBHOCTL NMPorpamMmbl

TP (GFLOPS) TP floating_op_count
- T % 109
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[Mpon3BoAUTENIbHOCTb MHCTPYKLIUN

[Mpon3BoANTENBHOCTb MHCTPYKLNMK:
* BpEeMA YTEeHUA onepaHaoB

* BPEMA BbIMNOSIHEHUA MHCTPYKLUUK
* BPEMA 3anucu pesynbTarta

[Tpon3BoonUTENBHOCTL NHCTPYKUKK (throughput) —
4MCNO onepauun Ha TakKT Ha MynbTUNpoLieccop
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[Mpon3BoAUTENIbHOCTb MHCTPYKLIUN

BpemA BbINOMHEHUA MHCTPYKLUUM onpeaenaeTcA:
* APXNTEKTYPON YCTPOUCTBA

* TUMOM Onepaunen

e pa3mMepbl onepaHgoB

* BHYTPEHHEN pa3pAaHOCTbIO — 24, 32, 64 buTa.
* TOMHOCTbIO — = |IEEE 754, instrinsic
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[Mpon3BoAUTENIbHOCTb MHCTPYKLIUN

Onepauuna\ CC 1.X 2.0 2.1
float 8 32 48

double 1 16 4
24-6UTHbIN int 8
32-6UTHbIN int (¥) 16 16
32-6uTHbIN int (+,bool) 8 32 48
doyHKUNU 2 4 8
CUHXPOHM3aLUNA 8 16 16
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[Mpon3BoAUTENIbHOCTb MHCTPYKLIUN

BeTBneHne B noTokax B npeaenax sapna npMBoamT K
ONBEPreHLnm NoTOKOB.

Mpn amBepreHUun Ha BbIMOMHEHME NocnenoBaTesbHO
Ha3Ha4aloTCA pasnnyHbie BETBU YCIIOBUA.

[lepeHoC pa3nnyHbIX BETBEN YCNOBUA B Pa3/INYHbIE
Bapnbl.
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HanpaBneHnA onTumMmun3sauuu

* ONTUMM3aunA anropuTma
e ONTUMKM3aUMA BbIYUCTIUTENBbHbIX PECYPCOB
 OnTUMU3aumA nepenadv gaHHbIX

* ONnTMM3auma oocTyna K NnamaTu
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OnTumMmusauma nepenavym gaHHbIX

MuHMMHn3auma KonmpoBaHUM XOCT-yCTPOUCTBO
[TponyckHaAa cnocobHocTb PCI-E — 4 'b/c
[TponyckHaAa crnocobHocTb namAaT GDDR5

Ha 256 wunHe - 0o 192 I'b/c

BbirogHo XpaHeHne NnpoMeXXyTo4HbIX JaHHbIX B

rnobanbHOM NnamMmATH
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OnTumMmusauma nepenavym gaHHbIX

- GPU Direct Infiniband

- GPU Direct Peer-to-Peer

InfiniBand
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OnTumMmusauma nepenavym gaHHbIX

* UCMOJIb30BaHMe 3addUKCUPOBAHHbLIX CTPaHUL NaMATH
* ACUHXPOHHOE KOMMpoBaHMe AaHHbIX (MOTOKMW)
* NepeKpbiBaroLleecA BbINONHeEHNEe Agep

* MepeKpbiBatoLLieeca KONMpoBaHMe N BbIMOSTHEHNE
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HanpaBneHnA onTumMmun3sauuu

* ONTUMM3aunA anropuTma
e ONTUMKM3aUMA BbIYUCTIUTENBbHbIX PECYPCOB
* ONTUMM3aunA nepegadn AaHHbIX

 OnTMMHU3auun AOoCTyna K naMaTu
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OnTumMmusaumA gocrtyna K naMmATu

HanpaBneHuA:

* UCMOJSIb30BaHMe 00LLEN NAaMATUN KaK YCKOPUTENA
e onTUMK3aumnAa paboTbl ¢ rnobanbHOM NaMATbIO

e onNTUMKU3aunA paboTbl ¢ 0OLLEN NAMATbLIO

* ONTNMMN3auunA paﬁOTbI C TEeKCTYypaMu
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OnTumMmusaumA gocrtyna K naMmATu

HocTtyn K rnobansbHon namAaTn - T = 400-800 TaKTOB.
OpagHoBpemMeHHoe BbinosnHeHne N=16 noToKoB.

[locTyn BCeX NOTOKOB B pamMKax rnonysapna:
* MeccumMmncTunyHoe - T*N
* ONTUMUCTNYHOE - T

[1NaHUPOBLUMK N3BJIEKAET CErMeHT AaHHbIX ANA
MynbTUnpoueccopa (BCEX NOTOKOB).

Friday, November 9, 12 23



O6beanHeHHbIN AOCTYN

BbIpOBHEHHbIN (0O beAUHEHHbIN) OOCTYH.

OnucbiBaeT TpeboBaHuA:

*BblpaBHMBAaHWE CTAPTOBOro agpeca
*pa3Mep cermeHTa BbIOOpPKHU

‘ripaBuna AocTyna noTokamMmu B rosiysapne

CuUnbHO BNMAET Ha IPPEKTUBHYIO MPOMNYCKHYIO
CNOCOBHOCTb NamMATHU
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O6beanHeHHbIN AOCTYN

TpeboBaHUA K BbipaBHMBaHUIO agpeca

cnonb3ytoTcAa ctaHgapTHele CUDA-TUnb! nnu
cneunukaTopbl  align  ANA CTPYKTYP.

Appeca B BblOOpKe BblpaBHMBatoTcA no 1...16 6ant B
3aBUCUMOCTW OT TuUnNa.

[nA ABYMEPHbIX MaCCNBOB aBTOMaTU4YECKH

BprOBHeHHbII7| agpec - BblgerneHne naMAaTn 4epes
cudaMallocPitch.
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O6bveanHeHHbin goctyn CC 1.0/1.1

Pasmep n 4yncno cermeHToB 3aBUCUT OT pa3mepa CroB
- 4 banTa - 0OOWH cerMmeHT, 64 6anTa

- 8 6anT - oauH cermeHT, 128 6aunT

- 16 6banT - aBa cermeHTa, 128 6aunT

MpoTokon:
[locTyn k-ro notoka nosiyBapna K k-My CfioBYy

CerMeHTa.
CTporaAa nocnenoBaTenbHOCTb
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O6beanHeHHbin goctyn CC 1.2/1.3

Pasmep cermeHTa 128 6anT.

Paamep cermeHTa 32 unn 64 6anta anAa Tunos <46
BO3MOXXHO aBTOMaTU4eCKOEe YMEHbLLUEHME pa3mepa
CerMeHTa.

[MpoTokon:
[TocnepoBaTenbHOCTb U KPAaTHOCTb A0CTYNa K cnoBam
B CErMeHTax HeBaXXHbI.

Friday, November 9, 12 27



O6beanHeHHbIn goctyn CC 2.0

Pa3smep cermeHTa 3aBUCUT OT pa3mMepa CIoB:
- 4 banTa - 0auH cermeHT, 128 6aunT

- 8 6banT - aBa cermeHTa, 128 6aunt

- 16 6aunT - YeTbIpe cermeHTa, 128 6ant

CermeHTbl KawmpyeTcA B Kawe L1.
JInHnAa kawa — 128 6anT.
Bbibopkun 1-4 cermeHTOB napannesibHble.
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NMpumepbl 06beaguHEeHHOro gocTtyna

CermMeHTbl: 1
2

[TonyBapn (16 NOTOKOB):

1. NocnepoBaTebHbIA:
1 BblIOOpKa

_ll !

I[I
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NMpumepbl 06beaguHEeHHOro gocTtyna

2. Co cmeleHunem,

B rpeaerfiax cerMeHTa.

CC 1.0 — 16 BbI6OPOK
CC 1.2 — 1 BblibopKa

3. Co cMmelleHunem,

B ABYX CErMEHTax:
CC 1.0 — 16 BbI6OPOK
CC 1.2 — 2 BbI6OpPKM

SRR

;;;;;[,';; =

sanas==sill

-

IIIII!I!I!
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Pa3sgendaemana namMmAaTb

Tun: Ha mynbTUnpoueccope, SRAM
PaspagHocTb: 32-6uTHAa8A.
OpraHnsauua: nocrionHaa (baHku)
CC 1.x;: 16 k6, 16 6aHKOB

CC 2.x: 48 kb6, 32 6aHka

Bbibopku: 1 agpec 3a 1 TakT Ha 1 6baHK

[IpnmeHeHue:
- AnA obmMeHa gaHHbIMK BHYTPU 6noka
- OJ1A NOKanbHbIX OaHHbIX
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Pa3sgendaemana namMmAaTb

KoHdnukTbl 6aHKOB
[Tpn AOCTyne HECKONbKNX MOTOKOB K OAHOMY BaHKy

(He obAa3aTesibHO K 04HOMY CJioBY 13 6aHKa).

KOHMNUKT k-way — OOCTYyN K NOTOKOB K baHKy. Toraa
3anpochbl cepruannusyoTcA B K OTAENbHbIX.
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beckoHhnukTHbIM goctyn (CC 1)

KOHMNUKT nNpn OOCTyne NoTOKOB K 0QHOMY BaHKYy.

1. [locTyn /-ro NoTOKa B nonysapne K j~-My CfioBYy

CTporas nocnegoBaTenibHOCTb He TpebyeTcA.

- _shared  float shared[32];
float data = shared[BaseIndex + s * tid];

2. [locTyn K k-ro cnosy n notokamu (bpoaakacr)

i€(l...n], j€[l...n] n =32, k= const
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beckoHhnukTHbIM goctyn (CC 2)

KOHMNMKT Npu AOCTyNe NOTOKOB K pasHbIM cnoBam B

oaHOM DaHKe.

1. JJocTyn /-ro NnoToKa B Bapne K j-My CJIOBY
2. [locTyn n* < N NOTOKOB K K-MYy CNOBY
3. [locTyn K k-ro cnoBy n notokamu (HECKOJIbKO

6bpoagkacToB 3a BbIOOPKY)

i€(l...n], j€[l...n] n =32, k= const
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BeCKOH(NIMKTHbLIN AOCTYN

Pasmepbl CNoB.:
e 32-6UTHbLIE croBa - 0ObIYHLIN OOCTYM

* 8/16-buTHbIE cnoBa - Bbibopka 32-6UTHOro crioBa,

nanee Bblbop 8/16 ouT

* 64-6UTHbIe cnoBa - BblIbopKa ABYyX 32-OUTHbIX CMNOB,

Aanee CKrienBaHme
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TeKCcTypHaA U KOHCTaHTHaA NaMATb

[laHHble cyuTbIBalOTCA U3 rnobanbHON MNamMATU B

TEKCTYPHbIN K3l Ha MYNbTUMPOLIECCOPE.

OpraHu3aumAa NoToKa AaHHbIX B BUOE TEKCTYP.
JlokanbHOCTbL goctyna - 1d/2d/3d B npenenax

pasmepa TeKCTYpbl.
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[MTpumepbl

1. Crnio>xeHne BEKTOPOB
2. YMHO>XXeHMe maTtpul

3. OhPeKTMBHOE YMHOXXEHMNE MaTPUL
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NMpumep 1, CPU

O J o U x WM

= = o
N = O .

// Host code

. 1nt main(int argc, char** argv)

-

const int N = 50000;

const size t size = N * sizeof (float);
int 1i;

float *d A, *d B, *d C;

// Allocate input vectors h A and h B in host memory

e e e el
© 0 ~J oy U1 &> W

float* h A = (float*)malloc(size);
float* h B = (float*)malloc(size);
float* h C = (float*)malloc(size);
// Initialize input vectors
(int 1 = 0; 1 < N; ++1)
{
h_A[i] = rand () / (float)RAND_MAX;
h B[i] = rand() / (float)RAND MAX;
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NMpumep 1, CPU

20. // Allocate vectors in device memory

21. cutilSafeCall( cudaMalloc ((void**)&d A, size) );
22. cutilSafeCall ( cudaMalloc ((void**)&d B, size) );
23. cutilSafeCall ( cudaMalloc ((void**)&d C, size) );
24 .

25. cutilSafeCall ( cudaMemcpy(d A, h A, size, cudaMemcpyHostToDevice)) ;
26. cutilSafeCall ( cudaMemcpy(d B, h B, size, cudaMemcpyHostToDevice)) ;
27 .

28. const int threadsPerBlock = 256;

29. const int blocksPerGrid = (N+threadsPerBlock-1)/ threadsPerBlock;
30.

31. VecAdd<<<blocksPerGrid, threadsPerBlock>>>(d A, d B, d C, N);

32. cutilCheckMsg ("kernel launch failure");

33.

34. // Copy result from device memory to host memory

35. cutilSafeCall( cudaMemcpy(h C, d C, size, cudaMemcpyDeviceToHost))
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NMpumep 1, CPU

26. // Verify result

27 . (i = 0; 1 < N; ++1)

28. (fabs(h C[i] - h A[1] - h B[i]) > le-5)
29. break;

30. printf ("%s \n", (i == N) ? "PASSED" : "FAILED");
31.

32. cudaFree (d A) ;

33. cudaFree (d B) ;

34. cudafFree (d C);

35.

36. // Free host memory

37. free(h A);

38. free(h B);

39. free(h C);

40.

41 . cutilSafeCall ( cudaThreadExit () )

42 .

43. exit (0) ;

44 .}
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Mpumep 1,

GPU

// Device code

const float*B,

1. global  wvoild VecAdd(const float*A,

2. A

3. int 1 = blockDim.x * blockIdx.x + threadIdx.x;
4, (1 < N)

5. Cl[i] = A[i1] + B[i];

6.

float*C,

int N)
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NMpumep 2, CPU

vold MatrixMulOnHost (float* M, float* N, float* P,

1. int Width)

2. {

3. (int 1 = 0; 1 < Width; ++1)

4. (int 3 = 0; J < Width; ++3) {

5. float sum = 0;

0. (int k = 0; k < Width; ++k) {
7. float a = M[1 * width + k];
8. float b = N[k * width + J];
9. sum += a * Db;

10. }

11. P[i * Width + j] =

12. sum;

13. } .
14.} 1

Friday, November 9, 12




[Mpumep 3

Cxema pacnapannenumsaHus

[mobanbHaa NnamMmsaTb:
W24 yteHnn ns matpuuy M n N,
WA2 3anucen B maTtpuuy P

tx

tx
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NMpumep 3, CPU

vold MatrixMulOnDevice (float* M, float* N, float* P, int W)

1. {

2. int size = W * W * sizeof (float);

3. float* Md, Nd, Pd;

4. cudaMalloc (&Md, size);

5. cudaMemcpy (Md, M, size, cudaMemcpyHostToDevice) ;
6.

7. cudaMalloc (&Nd, size) ;

8. cudaMemcpy (Nd, N, size, cudaMemcpyHostToDevice) ;
9.

10. cudaMalloc (&Pd, size)

11.

12. dim3 dGrid(l, 1);

13. dim3 dBlock (W, W)

14. MatrixMulKernel<<<dGrid, dBlock>>>(Md, Nd, Pd, W)
15.

16. cudaMemcpy (P, Pd, size, cudaMemcpyDeviceToHost) ;
17.

18. cudaFree (Md) ; cudaFree (Nd); cudaFree (Pd);

19.}
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NMpumep 3, GPU

~_global  wvoild MatrixMulKernel (float* Md, float* Nd,

1. float* Pd, int Width)

2.

3. float Pvalue = 0;

4. (int k = 0; k < Width; ++k)

5. {

0. float Melement = Md[threadldx.y*Width+k];
7. float Nelement = Nd[k*Width+threadIdx.x];
8. Pvalue += Melement * Nelement;

0. }

10.

11. Pd[threadIldx.y*Width+threadIldx.x] = Pvalue;
12.}
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[Mpumep 4

= A
MpuMeHsaeTca pasgendemas naMsTb. N tg
g
[nobanbHasa NnamsiTh: ¢§
WA2 yteHuit us matpuy, M un N, 2E =
WA2 3anuceii B matpuuy P 2
Ml
2
v2 v
' A
M P
=
Psub Ta
| ©
X ae
S
{3
< > < —p < »
BLOCK WIDTBBLOCK WIDTH BLOCK WIDTH
Wa ] Wb
< > < P>
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NMpumep 4, CPU

#define BLOCK SIZE 16
1.void Mul (float*A, float*B, int hA, int wA, int wB, float* C)

2.

O J o Ul W

9.
10.
11.
12.
13.
14.
15.
lo.
17.
18.
19.
20.}

int size = hA * wA * sizeof (float);

float *Ad, *Bd, *Cd;

cudaMalloc ( (void**) &Ad, size) ;

cudaMemcpy (Ad, A, size, cudaMemcpyHostToDevice) ;
size = wA * wB * sizeof (float);
cudaMalloc ( (void**) &Bd, size) ;

cudaMemcpy (Bd, B, size, cudaMemcpyHostToDevice) ;

size = hA * wB * sizeof (float):;
cudaMalloc ( (void**) &Cd, size) ;

dim3 dimBlock(BLOCK_SIZE, BLOCK_SIZE);

dim3 dimGrid(wB / dimBlock.x, hA / dimBlock.y):;
// Launch the device computation

Mul<<<dimGrid, dimBlock>>>(Ad, Bd, wA, wB, Cd);
// Read C from the device

cudaMemcpy (C, Cd, size, cudaMemcpyDeviceToHost) ;
cudafFree (Ad); cudaFree (Bd); cudaFree (Cd) ;
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NMpumep 4, GPU

__global  wvoid Mul (float*A, float*B, int wA, int wB, float* C)
{

1. int bx = blockIdx.x, by = blockIdx.y;

2. int tx = threadIldx.x, ty = blockIdx.y;

3.

4, // first and last sub-matrix of A processed by the block

5. int aBegin = wA * BLOCK SIZE * by;

6. int aEnd = aBegin + wA - 1;

7. // Step size used to iterate through the sub-matrices of A

8. 1int aStep = BLOCK SIZE;

9.

10. int bBegin = BLOCK SIZE * bx;

11. int bStep = BLOCK SIZE * wB;

12.

13. // Step size used to iterate through the sub-matrices of B

14. float Csub = 0;

15. (int a= aBegin, b= bBegin; a <= akEnd; at=aStep, b+t=bStep)

16. |

17. // Shared memory for the sub-matrix of A, B

18. ~_shared  float As[BLOCK SIZE] [BLOCK SIZE];

19. shared  float Bs[BLOCK SIZE] [BLOCK SIZE];
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NMpumep 4, GPU

21.
22.
23.
24.
25.
26.
27 .
28.
29.
30.
31.
32.
33.
34.
35.
36.
37.
38.}

// each thread loads one element of each matrix
As[ty] [tx] = Ala + wA * ty + tx];
Bs[ty] [tx] = B[b + wB * ty + tx];

__syncthreads () ;
// Make sure the matrices are loaded
// Multiply the two matrices together;
// each thread computes one element
(int k = 0; k < BLOCK SIZE; ++k)
Csub += As[ty] [k] * Bs[k] [tx];

// Make sure that the preceding computation is done
__syncthreads () ;

}

// Write the block sub-matrix to global memory;

// each thread writes one element

int ¢ = wB * BLOCK SIZE * by + BLOCK SIZE * bx;

Clc + wB * ty + tx] = Csub;
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PecypcCbl 3TOro Kypca

http://omniverse.ru/bmstu/cuda-rk6

Haw FTP: ftp://cad.bmstu.ru/manichev/ZHUK-CUDA-6-kurs/

NVidia: http://nvidia.com/cuda
CUDA C Programming Guide

CUDA C Best Practices Guide
CUDA Toolkit Reference Manual
Programming Massively Parallel Processors: http://amzn.to/99ulEZ
CUDA By Example: http://amzn.to/9lbtEw

Kypc MI'Y: http://groups.google.com/group/cudacsmsusu
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