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HanpaBneHuA onTuMusauumn

e ONnTUMM3aumAa anropmTmMa
e ONTUMM3aUMA BbIYNCTTUTENbHBIX PECYPCOB
 ONnTUMM3aumA nepegaymn gaHHbIX

 OnTMn3aumA AO0CTYMa K NaMaT
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[MTapannenuam anroputma
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[IpMeHMMbIe TUNbI Napannennamas:
* N0 OaHHbIM
* FEOMETPUNYECKNN
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[MTapannenuam anroputma

* [loBbILLEHME CcTeneHn napannenn3ama

* YMeHbLUEHME 00NN NociegoBaTesibHOro Koaa

* [loBblWeHNEe apndPMETNYECKON NHTEHCUBHOCTU
* BblumncneHmne BMeCTo XpaHeHuA

* [lekomno3numA Ha ypoBHe 3ap4ad, OaHHbIX

* Menko3epHUCTbLIV napannienmnam

* [lapameTpusauma anropmtma.

IdhdeKTUBHOE OTOOPaKeHne napaniesnibHoro

anroputmMa Ha apxutekTypy [T1.
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HanpaBneHuA onTuMusauumn

e ONnTUMM3aumAa anropmTmMa
 ONTUMU3aUUA BbIYUCTTUTENIbHbIX PECYPCOB
 ONnTUMM3aumA nepegaymn gaHHbIX

 OnTMn3aumA AO0CTYMa K NaMaT
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OnTumusauua BbIMUCIUTENbHbIX pecypcoB

- [loBbIlWEHKE 3arpy3kuy MynbTUNpoLeccopa
- Y4yeT nponyckHoW cnocobHOCTU onepaunin

- MMHMMKM3aUmA Yncna CUHXpPOoOHU3aUnn
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PekomeHgauMu no KOHuUrypauum cetu

MP mynbTunpoueccopos, M 6nokos, N NOTOKOB.
-M>=2*MP

-Nmod 32=0

- N >= 64, ecnin M > MP

- pekomeHpyetcA N =128...256

- f(N, M, MP, CC, U)>0 — orpaHn4eHue pecypcos [T]
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[loBbilleHUe 3arpy3Ku MmysibTunpoueccopa

Pe3npgeHTHble 6noku (0o 8)
Pe3ngeHTHble Bapnbl (00 24/32/48)

3arpyska (occupancy) - 3anoJIHEHHOCTb
MynbTUnpoLeccopa pe3ngeHTHbIMU Bapnamu.
CKpbIBaeT NaTEHTHOCTb NaMATMW,

OnpepnenAeTcA cTaTUYECKU:

* NoTpebrieHnemM NOTOKaMmM PErMcTpoB
* KOHJoUrypaumnemn ceTu

* noTpebneHmnem obuen namMAaTu
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MeTpuku npon3BoauTesibHOCTH

JKcnepuMeHTanbHble METPUKMN:

* ActpoHommnyeckoe BpemAa (wall clock)
e Tanmepsl CPU

* Tanmepbl GPU cudaEvent_t

* Nvidia Profiler
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MeTpuku npon3BoauTesibHOCTH

AnnapaTHble XapaKTePUCTUKMN

TeopeTnyeckune npepenoi

[TponyckHaA cnoCOBHOCTbL NaMATH
B (6 /c) clock - 105 - 22 . 2
109

[Tpon3BOOAUTENBHOCTb MHCTPYKL MU

T1 (onepaunn / TakT) — N0 apXUTEKTYpPE
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MeTpuku npon3BoauTesibHOCTH

[Mpon3BOAUTENBHOCTbL ANITOPUTMa 1 NMPOorpamMmbl

IddekTnBHAA NpPOnyckHaA cnoCobHOCTb NaMATHU

BP(I6/c) data_read + data_written

T % 109

BE =

[Tpon3BOANTENBHOCTL NPOrpaMmmbl

TP (GFLOPS) TP floating_op_count
- T % 109
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[Mpon3BoAUTENIbHOCTb MHCTPYKLIUN

[Mpon3BOAUTENBHOCTb MHCTPYKLUMUI:
* BpEMA YTEeHUA onepaHooB

* BPEMSA BbINOHEHNA NHCTPYKLINM
* BpeMA 3anncu peaynbraTa

[Tpon3BoanTENBHOCTL MHCTPYKUKMK (throughput) —
4MCNO onepaunn Ha TakKT Ha MYJIbTUMNPOLLECCOP
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[Mpon3BoAUTENIbHOCTb MHCTPYKLIUN

Bpema BbINOSIHEHNA NHCTPYKLUWW onpenenAeTcA:
* APXUTEKTYPOU YCTPOUCTBA

* TUNOM onepaumnen

e pa3mepbl onepaHaoB

* BHYTPEHHEWN pa3pAOHOCTbLIO — 24, 32, 64 buTa.
* TOYHOCTbIO — = |IEEE 754, instrinsic
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[Mpon3BoAUTENIbHOCTb MHCTPYKLIUN

Onepauma\ CC 1.X 2.0 2.1
float 8 32 48

double 1 16 4
24-OUTHbIN int 8
32-6UTHbIN Int (*) 16 16
32-6UTHbIN int (+,bo0l) 8 32 48
PYHKLUNN 2 4 8
CUHXPOHM3aLmA 8 16 16
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[Mpon3BoAUTENIbHOCTb MHCTPYKLIUN

BeTBneHne B NoTokax B npeaeniax Bapna npuBoanT K
OVBEPreHuMn NoTOKOB.

[Mpyn auBepreHumMn Ha BbIiNOJSIHEHWE NOCIeA0BaTE IbHO
Ha3Ha4valTCA pa3nIn4yHble BETBM YC/10BUA.

[TlepeHoC pa3nnyHbIX BETBEN YCNOBUA B pas3fiNyHble
Bapnol.
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HanpaBneHuA onTuMusauumn

e ONnTUMM3aumAa anropmTmMa
e ONTUMM3aUMA BbIYNCTTUTENbHBIX PECYPCOB
 OnTUMU3aumA nepepavm AaHHbIX

 OnTMn3aumA AO0CTYMa K NaMaT
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OnTumMmunsaumAa nepenavm gaHHbIX

MunHnmMmnsaumAa KonmpoBaHUM XOCT-yCTPOUCTBO
[TponyckHaAa crnocobHocTb PCI-E — 4 I'b/c
[TponyckHaAa crnocobHocTb namAaTn GDDR5

Ha 256 wunHe - 0o 192 I'b/c

BbirogHo XpaHeHEe NMpoMe>KyTO4HHbIX OaHHbIX B

rnodanbHOM NaMAaTU
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OnTumMmunsaumAa nepenavm gaHHbIX

- GPU Direct Infiniband

- GPU Direct Peer-to-Peer

InfiniBand
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OnTumMmunsaumAa nepenavm gaHHbIX

* ICMNOJIb30BaHME 3aPNKCUPOBAHHbIX CTPaHUL
namMAaTu

* ACUHXPOHHOE KOonnpoBaHMe gaHHbIX (NMOTOKW)
* NepeKpbiBaroLLeecA BbINOHEHNE AQEP

* NMNepeKpbiBaoweecAd KonmpoBaHme " BbllMoJIHEHUNE
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HanpaBneHuA onTuMusauumn

e ONnTUMM3aumAa anropmTmMa
e ONTUMM3aUMA BbIYNCTTUTENbHBIX PECYPCOB
 ONnTUMM3aumA nepegaymn gaHHbIX

 OnTMMHU3auuA AOoCTyna K naMAaTu
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OnTumusaumAa gocTtyna K namaTu

HanpaBneHuA:

* ICNOJIb30BaHME 06LLEN NAaMATU KaK YCKoOpUTenAa
e onTUMM3auma paboTbl ¢ rnobasibHOM NaMATbIO

e onTUMM3aumAa paboTbl ¢ 00LEN NaMATLIO

* onNnTnMm3auunA pa6OTbI C TeEKCTypaMu
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OnTumusaumAa gocTtyna K namaTu

[ocTyn K rnobanbHon namAaTn - T = 400-800 TakTOB.
OnHoBpeMeHHOE BbInosiHeHne N=16 NoToKoOB.

[locTyn BCex NOTOKOB B pamMKax rnosnysapna:
* MeccuMucTmnyHoe - T*N
* ONTUMUCTUNYHOE - T

[11aHNPOBLUMK N3BJIEKAET CErMEHT AaHHbIX A4
MynbTUnpoLueccopa (Bcex NoTOKOB).
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O6beauHEeHHbIN A0CTYN

BbIpOBHEHHbIV (00 begMHEHHbIN) OOCTY.

OnucbiBaeT TpeboBaHUA:

*BblpaBHMBaHWE CTAPTOBOro agpeca
*pa3Mep cerMmeHTa BblbopKu

*ripaBuiia gocTyrna noTokamu B nonysapne

CunbHO BNMAET Ha 3P EKTUBHYIO NPOMYCKHYIO
CNOCOBHOCTb NaMATH
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O6beauHEeHHbIN A0CTYN

TpeboBaHUA K BbipaBHUBaHUIO agpeca

Ncnonb3ytotcAa ctaHgapTHele CUDA-TUnbI nnn
cneundukaTopbl align  ANA CTPYKTYP.

Apnpeca B BblOOpKe BbipaBHMBaroTCcA Mo 1...16 6anT B
3aBNCUMOCTW OT TUNa.

ana ABYMEPHbIX MaCCUBOB aBTOMaTU4ECKN

BblpOBHGHHbIVI agpec - BblaefieHne naMmaTn 4epes
cudaMallocPitch.
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O6beanHeHHbIn poctyn CC 1.0/1.1

Pasmep 1 4ncno cerMeHToB 3aBUCUT OT pasmepa

CNoB
- 4 6banTa - OoONH cermMeHT, 64 6aunTa

- 8 6anT - ognH cermeHT, 128 6aunT
- 16 6anT - oBa cermeHTa, 128 6anT

[MpoTokon:
[ocTtyn k-ro noToka nosiysapna K k-my CnoBy

cCerMeHTa.
CTporaa nocriegoBaTenbHOCTb
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O6beanHeHHbIu poctyn CC 1.2/1.3

Pa3mep cermeHTa 128 6aunT.

Paamep cermeHTa 32 nnm 64 6anta onAa Tmnos <46
BOo3MOXXHO aBTOMaTN4YeCKOE YMEHbLLUEHME pa3mepa
CerMeHTa.

[MpoTokon:
[TocnenoBaTeNIbHOCTb U KPaTHOCTb OOCTYMNa K c/ioBaMm
B CErMeHTax HeBaXXHbI.
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O6beanHeHHbin pgoctyn CC 2.0

Pa3smep cermeHTa 3aBUCUT OT pa3mepa CroB:
- 4 banTa - oauH cermeHT, 128 6anT

- 8 6banT - oBa cermeHTa, 128 6aunT

- 16 6aunT - YeTbIpe cermeHTa, 128 6anT

CermeHTbl KawunpyeTca B Kawe L1.
JInHnA Kawa — 128 6auT.
Bbibopkun 1-4 cerMeHTOB napanfesbHble.
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NMpumepbl 06 bEeANHEHHOrO AOoCTYyNa

CermMeHTbl: 1
2

[TonyBapn (16 NOTOKOB):

1. [NocnepnoBaTenbHbIN:
1 BblIbOpKa

ll__llIIIIIIII[IIIIl
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NMpumepbl 06 bEeANHEHHOrO AOoCTYyNa

2. Co cmelLeHmem,

B rpenenax cermeHTa: L——-J
CC 1.0 — 16 BbIOOPOK O el
CC 1.2 -1 Bbibopka

I.".".".l'.f.".f.".f.f[.".l'.l' -

3. Co cmeleHunem,

B ABYX CEerMeHTax.:

E"stafafaparats '
CC 1.0 — 16 BbIBOPOK T

CC 1.2 — 2 BbIGOpKM [TTTTTIT LT
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Pa3genaemaa naMATb

Twn: Ha mynbTUnpoueccope, SRAM
PaspagHocTb: 32-6UTHaA.
OpraHuzauma: nocriomHaa (6aHkn)
CC 1.x: 16 k6, 16 6aHKOB

CC 2.x: 48 kb6, 32 6aHkKa

Boibopkun: 1 agpec 3a 1 TakT Ha 1 6aHK

[IprMeHeHue:
- o0n1a obMmeHa gaHHbIMU BHYTpU 61oka
- ONA NIoKanbHbIX OaHHbIX
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Pa3genaemaa naMATb

KoHdnukKTbl 6aHKOB
[Tpn [oOCTYyNe HECKONIbKMX NOTOKOB K OAHOMY BaHKy

(He obAa3aTesibHO K OAHOMY C/ioBYy 13 6aHKa).

KOHMNMKT k-way — OOCTyn K NOTOKOB K 6aHKy. Torga
3anpochbl cepunanmnsyroTcA B K OTOENbHbIX.
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beckoHnukTHbIN gocTtyn (CC 1)

KOHMIMKT npu goCcTyrne NOTOKOB K O4HOMY HaHKYy.

1. [locTyn /-ro noToka B NnoJsiyBapne K j~-My ClioBYy

CTporan nocnegoBaTenibHOCTb He TpebyeTcs.

- _shared  float shared[32];
float data = shared[BaseIndex + s * tid];

2. [ocTyn K k-ro cnosy n notokamm (6poagkacr)

i€(l...n], j€[l...n] n =32, k= const
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beckoHnukTHbIN goctyn (CC 2)

KOHGONUKT npu JoCcTyne NOTOKOB K pa3HbiM CNoBaM B

oaoHOM DaHkKe.

1. [loCcTyn /-ro nOoTOKa B Bapne K j-My Cli0BY
2. [1oCcTyn n* < n NOTOKOB K K-My CNOBY
3. [JocTtyn K k-ro crnosy n NnoTokamm (HECKOJIbKO

6bpoankacToB 3a BbI6OPKY)

i€(l...n], j€[l...n] n =32, k= const
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BbecKOH(pNMKTHbIN AOoCTYN

Pa3mepbl CoB:

e 32-6UTHbIE CnoBa - 06bIYHbIN OOCTYN

e 8/16-buTHbIE CcnoBa - Bbibopka 32-O1MTHOro cnoBa,
nanee Bblbop 8/16 6ut

* 64-6UTHbIE CnoBa - BblbopKa AByX 32-6UTHbLIX CNOB,

Aasiee CKiienBaHume
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TeKCcTypHaA U KOHCTaHTHaA NaMATb

[laHHble cYMTbIBAOTCA U3 rnNobasibHOM NamMATU B

TEKCTYPHbIN K3 Ha MyNbTUNPOLLECCOpE.

OpraHunsaumna NoToka gaHHbIX B BUOE TEKCTYP.
JlokanbHOCTb goctyna - 1d/2d/3d B npenenax

pasmepa TeKCTYpbl.
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[Tpumepbl

1. Cno>xeHne BeKTOpoB
2. YMHOXXeHne maTtpuL,

3. OhdhekTUBHOE YMHOXXEHME MATPULL
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NMpumep 1, CPU

// Host code

l.1nt main(int argc, char** argv)

2. A

3. const int N = 50000;

4. const size t size = N * sizeof (float);
5. int 1i;

6. float *d A, *d B, *d C;

7.

8. // Allocate input vectors h A and h B in host memory
9.

10. float* h A = (float*)malloc(size);

11. float* h B = (float*)malloc(size);

12. float* h C = (float*)malloc(size);

13.

14. // Initialize input vectors

15. (int 1 = 0; 1 < N; ++1)

16. {

17. h A[i] = rand() / (float)RAND MAX;
18. h B[i] = rand() / (float)RAND MAX;
19. }
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NMpumep 1, CPU

20. // Allocate vectors in device memory

21. cutilSafeCall( cudaMalloc ((void**)&d A, size) );
22. cutilSafeCall ( cudaMalloc ((void**)&d B, size) );
23. cutilSafeCall ( cudaMalloc ((void**)&d C, size) );
24 .

25. cutilSafeCall ( cudaMemcpy(d A, h A, size, cudaMemcpyHostToDevice)) ;
26. cutilSafeCall ( cudaMemcpy(d B, h B, size, cudaMemcpyHostToDevice)) ;
27 .

28. const int threadsPerBlock = 256;

29. const int blocksPerGrid = (N+threadsPerBlock-1)/ threadsPerBlock;
30.

31. VecAdd<<<blocksPerGrid, threadsPerBlock>>>(d A, d B, d C, N);

32. cutilCheckMsg ("kernel launch failure");

33.

34. // Copy result from device memory to host memory

35. cutilSafeCall( cudaMemcpy(h C, d C, size, cudaMemcpyDeviceToHost))
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NMpumep 1, CPU

26. // Verify result

27 . (i = 0; 1 < N; ++1)

28. (fabs(h C[i] - h A[1] - h B[i]) > le-5)
29. break;

30. printf ("%s \n", (i == N) ? "PASSED" : "FAILED");
31.

32. cudaFree (d A) ;

33. cudaFree (d B) ;

34. cudafFree (d C);

35.

36. // Free host memory

37. free(h A);

38. free(h B);

39. free(h C);

40.

41. cutilSafeCall ( cudaThreadExit () );

42 .

43. exit (0) ;

44 .}
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NMpumep 1, GPU

// Device code

1. global  wvoilid VecAdd(const float*A, const float*B, float*C, int N)
2.1

3. int i = blockDim.x * blockIdx.x + threadIldx.x;

4, (1 < N)

5. Cli] = A[i] + B[1];

6.
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NMpumep 2, CPU

vold MatrixMulOnHost (float* M, float* N, float* P,

1. int Width)

2. {

3. (int 1 = 0; 1 < Width; ++1)

4. (int 3 = 0; J < Width; ++3) {

5. float sum = 0;

0. (int k = 0; k < Width; ++k) {
7. float a = M[1 * width + k];
8. float b = N[k * width + J];
9. sum += a * Db;

10. }

11. P[i * Width + j] =

12. sum;

13. } .
14.} 1
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[Mpumep 3

Cxema pacnapannenumsaHus

[mobanbHaa NnamMmsaTb:
W24 yteHnn ns matpuuy M n N,
WA2 3anucen B maTtpuuy P

tx

tx
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NMpumep 3, CPU

vold MatrixMulOnDevice (float* M, float* N, float* P, int W)

1. {

2. int size = W * W * sizeof (float);

3. float* Md, Nd, Pd;

4. cudaMalloc (&Md, size);

5. cudaMemcpy (Md, M, size, cudaMemcpyHostToDevice) ;
6.

7. cudaMalloc (&Nd, size) ;

8. cudaMemcpy (Nd, N, size, cudaMemcpyHostToDevice) ;
9.

10. cudaMalloc (&Pd, size)

11.

12. dim3 dGrid(l, 1);

13. dim3 dBlock (W, W)

14. MatrixMulKernel<<<dGrid, dBlock>>>(Md, Nd, Pd, W)
15.

16. cudaMemcpy (P, Pd, size, cudaMemcpyDeviceToHost) ;
17.

18. cudaFree (Md) ; cudaFree (Nd); cudaFree (Pd);

19.}
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NMpumep 3, GPU

~_global  wvoild MatrixMulKernel (float* Md, float* Nd,

1. float* Pd, int Width)

2.

3. float Pvalue = 0;

4. (int k = 0; k < Width; ++k)

5. {

0. float Melement = Md[threadldx.y*Width+k];
7. float Nelement = Nd[k*Width+threadIdx.x];
8. Pvalue += Melement * Nelement;

0. }

10.

11. Pd[threadIldx.y*Width+threadIldx.x] = Pvalue;
12.}
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[Mpumep 4

= A
[MpumeHsieTcs pasgensiemas namsThb. N tE
i.
[nobanbHas NnamMsAThb: ¢§
WA2 yteHnn ns matpuuy, M n N, ﬁg =
WA2 3anuceii B matpuuy P 2
:‘I
S
vE v
' A
M P
=
Psub Ta
| ©
a7 =
3
=
< > < — < |
BLOCK WIDTBBLOCK WIDTH BLOCK WIDTH
Wa ] Wb
< > <
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NMpumep 4, CPU

#define BLOCK SIZE 16
1.void Mul (float*A, float*B, int hA, int wA, int wB, float* C)

2.

O J o Ul W

9.
10.
11.
12.
13.
14.
15.
lo.
17.
18.
19.
20.}

int size = hA * wA * sizeof (float);

float *Ad, *Bd, *Cd;

cudaMalloc ( (void**) &Ad, size) ;

cudaMemcpy (Ad, A, size, cudaMemcpyHostToDevice) ;
size = wA * wB * sizeof (float);
cudaMalloc ( (void**) &Bd, size) ;

cudaMemcpy (Bd, B, size, cudaMemcpyHostToDevice) ;

size = hA * wB * sizeof (float):;
cudaMalloc ( (void**) &Cd, size) ;

dim3 dimBlock(BLOCK_SIZE, BLOCK_SIZE);

dim3 dimGrid(wB / dimBlock.x, hA / dimBlock.y):;
// Launch the device computation

Mul<<<dimGrid, dimBlock>>>(Ad, Bd, wA, wB, Cd);
// Read C from the device

cudaMemcpy (C, Cd, size, cudaMemcpyDeviceToHost) ;
cudafFree (Ad); cudaFree (Bd); cudaFree (Cd) ;
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NMpumep 4, GPU

__global  wvoid Mul (float*A, float*B, int wA, int wB, float* C)
{

1. int bx = blockIdx.x, by = blockIdx.y;

2. int tx = threadIldx.x, ty = blockIdx.y;

3.

4, // first and last sub-matrix of A processed by the block

5. int aBegin = wA * BLOCK SIZE * by;

6. int aEnd = aBegin + wA - 1;

7. // Step size used to iterate through the sub-matrices of A

8. 1int aStep = BLOCK SIZE;

9.

10. int bBegin = BLOCK SIZE * bx;

11. int bStep = BLOCK SIZE * wB;

12.

13. // Step size used to iterate through the sub-matrices of B

14. float Csub = 0;

15. (int a= aBegin, b= bBegin; a <= akEnd; at=aStep, b+t=bStep)

16. |

17. // Shared memory for the sub-matrix of A, B

18. ~_shared  float As[BLOCK SIZE] [BLOCK SIZE];

19. shared  float Bs[BLOCK SIZE] [BLOCK SIZE];
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NMpumep 4, GPU

// each thread loads one element of each matrix

21. As[ty] [tx] = Ala + wA * ty + tx];

22 Bs[ty] [tx] = B[b + wB * ty + tx];

23.

24 . __syncthreads () ;

25. // Make sure the matrices are loaded

26. // Multiply the two matrices together;

27 . // each thread computes one element

28. (int k = 0; k < BLOCK SIZE; ++k)

29. Csub += As[ty][k] * Bslk] [tx];

30.

31. // Make sure that the preceding computation is done
32. __syncthreads () ;

33.  }

34. // Write the block sub-matrix to global memory;
35. // each thread writes one element

36. int ¢ = wB * BLOCK SIZE * by + BLOCK SIZE * bx;
37. Clc + wB * ty + tx] = Csub;

38.}
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bnénunoTteku n pacuumpeHun

« CUBLAS
e CUFFT

* Thrust

* ArrayFire
* OpenACC
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BLAS

CTaHgapTHbIV HTEpdenc bubnmoTek onAa onepaumm

NMMHeNHon anreodpsbl

Peanunsauun - Netlib, ATLAS, MKL, ACML, cuBLAS

YPOBHMU:
* Level 1 — ckanApHble 1 BEKTOPHbIe onepaunn

* Level 2 — BEKTOPHO-MaTPU4HbIE Onepauumn

* Level 3 — maTpnyHO-MaTpUYHbIE onepaunu
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BLAS

Level 1

SAXPY —y=ax +y
SDOT —w =xTy

SSUM — w =\sum(x)
Level 2

GEMV —w = aAx + by
TRSV —x =ATx
Level 3

GEMM - C =aAB + bC
Npedukcobl

(D,S,C), (GE,SY,HE, TR,*B,*P), (TRANS,UPLO,DIAG)
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cuBLAS

[1Be Bepcun API:
eVl —cublas.h

e v2 — CUDA 4.0+, cublas v2.h

NHnumannsauma 6mbnmoTeku:

cublasCreate, cublasDestroy -> cublasHandle_t
NHunumanmnsauma CTPYKTYpP OaHHbIX:
cublasSetVector, cublasSetMatrix

dopmaT yHKuUMi - cublas[SDCJop
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NMpumep cuBLAS

#include "cublas v2.h"
#define M 6
#define N 5
#define IDX2C(i,j,1d) (((3F)*(1d))+(i))
int main (){
cudaError t cudaStat;
cublasStatus_t stat;
cublasHandle t handle;
float *devPtrA, *a = malloc (M*N*sizeof(*a)), alpha=16.0f, beta=12.0f;

for (int j=0; j<N; j++) for (int i=0; i<M; i++) a[IDX2C(i,j,M)] = (i*M + j + 1);
cudaStat = cudaMalloc ((void**)&devPtrA, M*N*sizeof(*a));
if (cudaStat != cudaSuccess) return EXIT FAILURE;

stat = cublasCreate(&handle);
if (stat != CUBLAS_STATUS SUCCESS) return EXIT FAILURE;
stat = cublasSetMatrix (M, N, sizeof(*a), a, M, devPtrA, M);

cublasSscal (handle, N-1, &alpha, &devPtrA[IDX2C(1,2,M)], M);
cublasSscal (handle, M-1, &beta, &devPtrA[IDX2C(1,2,M)], 1);

stat = cublasGetMatrix (M, N, sizeof(*a), devPtrA, M, a, M);
cudaFree (devPtrA);

cublasDestroy(handle);

free(a);
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Thrust

ABCTpaKTHbIN MHTepdenc napannesibHbIX

anroputmoB gnAa GPU Ha ocHoBe wabnoHoB C++

e «STL pna CUDA»
* BbICOKOYPOBHEBOE OnncaHune onepauum

* thrust BbIBMpaeT cnocob peannsaunu

e coBmectumocTtb ¢ CUDAC
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onemeHTbl Thrust

KOHTEWHepPHDI:

* host_vector

* device_vector
NTepaTopsl

e STL-like, begin(), end()

e counting_iterator, transform_iterator, zip_iterator
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onemeHTbl Thrust

basoBble anropuTmsl
 reduce (begin, end, [initial, op])
* for_each (begin, end, op)
* scan (begin, end, obegin, [initial, op])

* sort (begin, end, [op])

KonnpoBaHue JaHHbIX, HanpaBiieHue onpeaenaeTcA
TUMNOM UTepaTopa

e copy (begin, end, obegin)
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onemeHTbl Thrust

DPYHKTOPbI — 0OBLEKTLI C ONnepaTopom operator(),
BbINOJIHAEMbIE Ha YCTPOWUCTBE

e CTaHpapTHble yHKTOpPLI — plus, less
 AnanTtepsbl 1 buHOepsb!

* [lonb3oBaTeNibCcKMe PYyHKTOPLI

struct saxpy functor ({
const float a;

saxpy functor(float a) : a( a) {}
__host =~ device
float operator () (const float& x,const floaté& y) const {

return a * x + y;

}
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onemeHTbl Thrust

[TponsBoaHbIE anropuTmel transform:
e transform
* replace
* seguence
[IponsBoOHbIE aNropuUTMbI reduce:
e partition
* remove
e count

* max_element, min_element
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[Mpumep Thrust

#include <thrust/device vector.h>
#include <thrust/transform.h>
#include <thrust/sequence.h>
#include <thrust/copy.h>

#include <thrust/fill.h>

#include <thrust/replace.h>
#include <thrust/functional.h>
#include <iostream>

int main(void)
{
// allocate three device vectors with 10 elements
thrust::device vector<int> X(10), Y(10), Z(10);
// initialize X to 0,1,2,3,
thrust::sequence(X.begin(), X.end());
// compute Y = -X
thrust::transform(X.begin(), X.end(), Y.begin(), thrust::negate<int>());
// £ill Z with twos
thrust::fill(Z.begin(), Z.end(), 2);
// compute Y = X mod 2
thrust::transform(X.begin(), X.end(), Z.begin(), Y.begin(), thrust::modulus<int>());
// replace all the ones in Y with tens
thrust::replace(Y.begin(), Y.end(), 1, 10);
// print Y
thrust::copy(Y.begin(), Y.end(), std::ostream iterator<int>(std::cout, "\n"));
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PecypcCbl 3TOro Kypca

http://omniverse.ru/bmstu/cuda-rk6

Haw FTP: ftp://cad.bmstu.ru/manichev/ZHUK-CUDA-6-kurs/

NVidia: http://nvidia.com/cuda
CUDA C Programming Guide

CUDA C Best Practices Guide
CUDA Toolkit Reference Manual
Programming Massively Parallel Processors: http://amzn.to/99ulEZ
CUDA By Example: http://amzn.to/9lbtEw

Kypc MI'Y: http://groups.google.com/group/cudacsmsusu
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